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Optimizing Resource Allocation in Cloud Computing
Using Machine Learning

Pranay Kumar Chittipolu Giri Pratap
Student ID: x23201827

1. Introduction

This configuration manual documents the technical setup, tools, libraries, and step-by-
step implementation for the MSc Research Project titled, "Autoscaling with Deep
Learning for Efficient Resource Utilization in a Cloud Environment." The project aims to
predict virtual machine (VM) performance using deep learning and time-series data to
enable efficient resource usage in cloud data centres.

2. System Configuration
2.1 Software Specification
o Python: Version 3.10 or later
« AWS Cloud Services: EC2, S3 Bucket, Cloud9
o Libraries:
o Boto3 (AWS SDK for Python)
o pandas, Numpy, matplotlib, seaborn
o Scikit-learn
o Tensorflow, keras
o Plotly
2.2 Hardware Specification

 Development Environment: AWS Cloud9
IDE hosted on EC2 Instance

« Local Machine (for backup): 8 GB RAM, Intel



i5 Processor, 256 GB SSD
3. Project Implementation
3.1 Cloud Environment Setup

e Cloud9: Configured as the main
development IDE.

o EC2: Deployed for running and testing the
implementation.

o S3 Bucket: Created and configured for
storing datasets and models.

3.2 Data Collection

e« 150 CSV files were collected and stored in
the S3 bucket.

o Loaded into the Cloud9 environment using
boto3 and pandas.

3.3 Data Preparation
o Cleaned data by handling missing values.
o« Removed irrelevant columns.
o Ensured data consistency.

3.4 Data Preprocessing
« Converted date fields to datetime format.
o Extracted month and year features.
o Normalized data using Min-Max Scaling.

o Applied window rolling with 12 previous



timestamps to prepare data for time-series
analysis.

3.5 Data Splitting

o Split the dataset into 80% training and 20%
testing sets.

« Maintained time-series sequence to avoid
data leakage.

3.6 Model Training

e LSTM: Used standard LSTM for time-series
forecasting.

o Attention-Centric BiLSTM: Advanced model
with cross-attention mechanism.

3.7 Performance Evaluation
e Metrics Used:
o Mean Squared Error (MSE)
o Root Mean Squared Error (RMSE)

« Visualization: Actual vs Predicted line plots
to evaluate model prediction accuracy.



4. Visual References

Figure 1: Cloud9 Setup with EC2
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Shows the development environment configured on AWS Cloud9.
This setup allows seamless integration with EC2 instances for deploying and testing the project.
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Figure 3: Data Loading Snippet

T Import All Libraries

import warnings
warnings.filterwarnings(ignore’)

import glob
import boto3
import numpy as np
import pandas as pd
import seaborn as sns
import tensorflow as tf
import plotly.express as px
import plotly.offline as py
from sklearn impert metrics

import matplotlib.pyplot as plt

import plotly.graph_objects as go

from tensorflow.keras import backend as K
from sklearn.preprocessing import MinMaxScaler
from botocore.exceptions import NoCredentialsError
from tensorflow.keras.models import Sequential, Model
from sklearn.model_selection import train_test_split
seD,

mean_squared_error,

from tensorflow.keras.optimizers impert Adam, RMSprop

from sklearn.metrics import mean_absolute error,

from tensorflow.keras.layers import LSTM, Dense,

2024-12-07 06:
20824-12-07 ©6:
20824-12-07 ©6:
ry for plugin

36:27.387217:
36:27.392376:
36:27.405645:
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I external/local xla/xla/tsl/cuda/cudart_stub.cc:32] Could not find cuda drivers on your machine,
I external/local_xla/xla/tsl/cuda/cudart_stub.cc:32] Could not find cuda drivers on your machine, GPU will not be used.
E external/local xla/xla/stream executor/cuda/cuda fft.cc:477] Unable to register cuFFT factory: Attempting to register facto

r2_score

Input, Permute, Multiply, Flatten

WARNING: All log messages before absl::Initializelog() is called are written to STDERR

EOPOO 00:00:1733553387.428697
ready been registered

EOGOO 00:00:1733553387.435231
already been registered
2024-12-07 ©6:36:27.460695:

GPU will not be used.

15160 cuda_dnn.cc:8310] Unable to register cuDNN factory: Attempting to register factory for plugin cuDNN when one has al
15160 cuda_blas.cc:1418] Unable to register cuBLAS factory: Attempting to register factory for plugin cuBLAS whein oné has

I tensorflow/core/platform/cpu_feature guard.cc:21@] This TensorFlow binary is optimized to use available CPU instructions in

Snippet showcasing data retrieval from S3 using Boto3 and Pandas.
Demonstrates efficient handling of large-scale cloud-based data



Data Loading

paths="materna_dataset/"

#list of all files
all files = glob.glob(paths + "/*.csv")

datavalues = []
for filename in all_files[:150]: #loading 150 file depending upon resource

data = pd.read_csv(filename, delimiter=';', index_col=None, header=g)

datavalues.append(data)

#concatenating the dataframe
dataframe = pd.concat(datavalues, axis=@, ignore_index=True)

dataframe.head(16)

M Net k Network
CPUcapacity ~ CPU  CPU “MOY Memory Diskread  Diskwrite Disk etwor etworl
. CPU e N capacity Memory . received transmitted
T P cores P usage usage o ovisioned usage | gerw] roughput  throughput - size L throughput
MHZ; MHZ, %, KB; KB, KB, (GB

I 1 I 1 [%]1 [KB] [KB] [KB/s] [KB/s] [GB] KB/s] TKB/s]
04.01.2016

o 00:00:00 2 o 115 2,51 4194304 122474 2,92 0 13 54 1 1
04.01.2016

1 00:05:00 2 4] 106 2,32 4194304 119538 2,85 [} 13 54 1 1
04.01.2016

2 00:10:00 2 0 19 261 4194304 329253 785 0 70 54 2 35
04.01.2016

3 00:15:00 2 0 121 2,63 4194304 284793 6,79 0 13 54 11 35

Figure 4: Data Cleaning Operations

Data Cleaning

dataframe.describe()

M Net k Network

CPU capacity emo.ry Disk read Disk write N . e v:mr a N or
. CPU usage capacity Memory Disk size received transmitted

CPU cores provisioned P throughput throughput

[MHZ] [MHZ] provisioned usage [KB] [KB/<] [KB/<] [GB] throughput throughput

[KB] [KB/s] [KB/s]
count 1.506811e+06 1506811.0  1.506811e+06 1.506811e+06  1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06
mean 3.203049%e+00 0.0 3751401e+02 1.035917e+07  9.046726e+05 6.424757e+02 1.370143e+02 4.847800e+02 1.489206e+02 1.949458e+02
std  1.946664e+00 0.0 8787635e+02 6.361582e+06  1.339683e+06 7.278807e+03 1.063540e+03  2.874574e+03 9.816897e+02 1.564633e+03
min 1.000000e+00 0.0 1.000000e+00 2.097152e+06 0.000000e+00 0.000000e+00 0.000000e+00 2.000000e+01 0.000000e+00 0.000000e+00
25% 2.000000e+00 0.0 2.600000e+01 4.194304e+06  8.304700e+04 0.000000e+00 1.000000e+00 5.400000e+01 0.000000e+00 0.000000e+00
50% 2.000000e+00 0.0 7.300000e+01 8.388608e+06  3.456110e+05 0.000000e+00 5.000000e+00 1.080000e+02 1.000000e +00 1.000000e+00
75% 4.000000e+00 0.0 2.410000e+02 1.677722e+07  1.123235e+06 0.000000e+00 3.600000e+01  4.380000e+02 2.200000e+01 2.700000e+01
max  8.000000e+00 0.0 1.205600e+04 3.355443e+07  2.365252e+07 3.779170e+05 1.402520e+05 3.492800e+04 1.007140e+05 1.142190e+05

dataframe.info()

<class 'pandas.core.frame.DataFrame'>
RangeIndex: 1506811 entries, 8 to 1506810
Data columns (total 13 columns):

#  Column Non-Null Count  Dtype
©  Timestamp 1506811 non-null object
1 CPU cores 1566811 non-null inté4
2 CPU capacity provisioned [MHZ] 1506811 non-null int64
3 CPU usage [MHZ] 1506811 non-null int64

Highlights data cleaning steps, including missing value handling and irrelevant column removal.
Ensures dataset consistency and integrity.



Data Cleaning

dataframe.describe()

M Network Network
CPU capacity emu.ry Disk read Disk write L e v:mr © N or
L CPU usage capacity Memory Disk size received transmitted
CPU cores provisioned e throughput throughput
[MHZ] [MHZ] provisioned usage [KB] [KB/s] [KB/s] [GB] throughput throughput
[KB] [KB/s] [KB/s]
count 1.506811e+06 1506811.0  1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06 1.506811e+06
mean 3.203049%e+00 0.0 3.751401e+02 1.035917e+07  9.046726e+05 6.424757e+02 1.370143e+02 4.847800e+02 1.489206e+02 1.949458e+02
std  1.946664e+00 0.0 8787635e+02 6.361582e+06  1.339683e+06 7.278807e+03 1.063540e+03 2.874574e+03 9.816897e+02 1.564633e+03
min 1.000000e+00 0.0 1.000000e+00 2.097152e+06  0.000000e+00 0.000000e+00 0.000000e+00 2.000000e+01 0.000000e+00 0.000000e +00
25% 2.000000e~+00 0.0 2.600000e+01 4.194304e+06  8.304700e+04 0.000000e+00 1.000000e+00 5.400000e+01 0.000000e+00 0.000000e+00
50% 2.000000e+00 0.0 7.300000e+01 8.388608e+06 3.456110e+05 0.000000e+00 5.000000e+00 1.080000e+02 1.000000e+00 1.000000e+00
75% 4.000000e+00 0.0 2.410000e+02 1.677722e+07  1.123235e+06 0.000000e+00 3.600000e+01 4.380000e+02 2.200000e+01 2.700000e+01
max 8.000000e+00 0.0 1.205600e+04 3.355443e+07 2.365252e+07 3.779170e+05 1.402520e+05 3.492800e+04 1.007140e+05 1.142190e+05
dataframe. info()
<class 'pandas.core.frame.DataFrame’'>
RangeIndex: 1506811 entries, @ to 1586810
Data columns (total 13 columns):
#  Column Non-Null Count Dtype
@ Timestamp 1506811 non-null object
1 CPU cores 1506811 non-null int64
2 CPU capacity provisioned [MHZ] 1506811 non-null int64
3 C(PU usage [MHZ] 1506811 non-null int64
- .
.
Figure 5: Feature Extraction Sample
File Edit View Run Kernel Settings Help Trusted
B+ X0 » & C » Makdown JupyterLlab [T &  Python 3 (ipykernel) O =
dtype: inted
Feature Extraction from Date
dataframe[ 'Hour'] = dataframe['Timestamp'].dt.hour
dataframe[ 'Minute'] = dataframe[’Timestamp'].dt.minute
dataframe[ 'Year'] = dataframe['Timestamp'].dt.year
dataframe[ 'Month'] = dataframe[ ' Timestamp'].dt.month
dataframe[ 'Day'] = dataframe[’Timestamp'].dt.day
dataframe.head()
CPU M Network Network
N CPU  CPU emc{ry Memory Memory Disk read  Disk write Disk y .or < ‘or
N CPU capacity capacity N received transmitted .
Timestamp e usage usage e usage usage throughput throughput size Hour Minute Year Mon
cores provisioned [MHZ] 121 provisioned IKB] %] [KB/s] [KB/s] [GB] throughput throughput
[MHZ] [KB] [KB/s] [KB/s]
2016-01-04
o 00:00:00 2 0 115 2,51 4194304 122474 2,92 o] 13 54 1 1 0 0 2016
2016-01-04
1 00:05:00 2 0 106 232 4194304 119538 2,85 o 13 54 1 1 0 5 2016
2016-01-04
2 00:10:00 2 0 119 2,61 4194304 329253 7,85 o 70 54 2 35 0 10 2016
3 2016-01-04 2 0 121 2,63 4194304 284793 6,79 (o] 13 54 11 35 0 15 2016
00:15:00
2016-01-04
00:20:00 2 0 112 2,46 4194304 348966 8,32 o] 10 54 1 1 0 20 2076
< >

Displays extracted features from the dataset, such as datetime transformations and computed
metrics. Enhances predictive model effectiveness



File Edit View Run
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Kernel
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C »  Code

JupyterLab [

Data Preprocessing for Time Series Forecasting

final_df
final_df

final_df

dataframe.set_index (' Timestamp')
'CPU usage [MHZ]'

final_df.sort_index(inplace=True)

final_df = final df['CPU usage [MHZ]'

final_df

Timestamp

2616-01-04
2016-01-04
2016-01-04
2016-01-04
2016-01-04

2016-02-08
2016-02-08
2016-062-08
2016-02-08
2016-02-08

0e:
08:
08:
0e:
08:

23:
23:
23:
23:
23:
Freq: 5min, Name:

180 338.
08 357
e 331
08 336
08 363.
ee 358.
08 337
L2 345
ee 342
08 338

049296

.232394
.542254
.660000

676056

886667

.953333
. 080000
.833333
.160000

_resample(’5T').mean()

##single timestamp have mutlipe record handling using resample

CPU usage [MHZ], Length: 10368, dtype: float64

Figure 6: Time-Series Plot of CPU Usage
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Avg CPU usage [MHZ] by Hour
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Visual representation of CPU usage trends over time. Helps analyze workload patterns for improved

resource allocation.



Figure 7: Min-Max Scaling

#data normalization
data = final df
scaler=MinMaxScaler(feature range=(0,1))

dataframe=zscaler.fit transform(np.array(final df).reshape(-1,1))

Shows normalization techniques applied to the dataset using Min-Max Scaling. Maintains uniform
data distribution for better model training.

Figure 8: Window Rolling Implementation

# apply window rolling timestep
def window_rolling(dataset, time step=1):
dataX, data¥Y = [], []
for i in range(len(dataset)-time step-1):
a = dataset[i:(i+time step), @]
dataX.append(a)
dataY.append(dataset[i + time step, 8])
return np.array(dataX), np.array(dataY)

time_step = 12
X _train, y_train = window_rolling(train_data, time step)
X_test, y _test = window rolling(test data, time step)

#window rolling

new_final_df = final_df

rollingl2 final df = new_final df.rolling(window=12).mean()
edadf = new_final_df.reset_index()

edadf1 = rolling12_final df.reset_index()

newdf = edadf.merge(edadfl, on='Timestamp')

fig = px.line(newdf, x="Timestamp", y=newdf.columns, title='Actual vs WindowRolling Values')
fig.shou()
file_name="_/cpu_utilization_graphs/cloudcpuforecastgraph2.png”
fig.urite_image(file_name)

upload_file to_s3(file name, bucket name)

Q i
Actual vs WindowRolling Values
variable
—— CPU usage [MHZ]_x
500 —— CPU usage [MHZ]_y
[
=
2 400
300
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illustrates time-series window rolling with 12 previous timestamps, aiding in sequential forecasting

using deep learning models.

Figure 9: Train-Test Data Split

#splitting dataset into train and test with ration of 88:20
training_size=zint(len(dataframe)*08.80)

test_sizezlen(dataframe)-training_size

train_data,test_data=dataframe[@:training_size,:],dataframe[training_size:len(dataframe),:1]

Depicts dataset partitioning into training and testing sets, ensuring accurate evaluation while
preserving temporal dependencies.

Figure 10: Model Performance Graphs
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Presents accuracy and error metrics, such as MSE and RMSE. Provides insights into model
effectiveness in predicting cloud resource usage



